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Abstract—In this paper we propose a flexible and scalable
distributed storage framework called flexStore that can adapt to
variations in available or consumable power and demonstrate
its performance in the context of deduplicated virtual machine
disks. We propose and investigate smart control techniques in
order to cope with the power constraints either introduced
as a result of increasing node density in the storage arrays
(consumable power constraints) or introduced when a mix of
renewable (green) and conventional (brown) energy sources are
used to power the datacenter. The key component in the proposed
storage framework is the policy engine which is a software layer
that provides interfaces to define performance requirements of
the applications (and also energy related policies). The policy
engine enforces those policies in the storage system by adjusting
the allocation of storage resources. The experimental results
demonstrate the ability of the framework to dynamically adapt
to the changes in workload and power constraints and minimize
performance impacts. Our evaluation of the prototype shows
that the adaptive replication mechanisms can reduce the IO
latencies by around 65% during energy plenty situations and
the impact of adaptation actions on IO latencies during energy
constrained situations is reduced by more than 40% compared
to the case without the adaptive replication and optimized
adaptation mechanisms.

I. INTRODUCTION

The Information and Communication Technology (ICT)
landscape has seen a surge of datacenters in the recent past.
Storage systems play a critical role in these large scale
datacenters. Many scale–out storage architectures (e.g. [1],
[2]) have been introduced that provide scalable storage that
is accessible from all nodes in the datacenter. These storage
systems are generally built from cheap, commodity servers
and data is stored in local disks attached to these servers.
Performance (e.g., latency, bandwidth) and reliability (e.g.,
failure of nodes) are two factors that play an important role
in the design of scale–out storage systems. In order to survive
node failures (resilience) and/or to get better load balancing
(performance) across the nodes, the data blocks are replicated
across multiple nodes. However replicating the data blocks
consumes additional resources and this increases the Total
Cost of Ownership (TCO) of the datacenter. Alternative mech-
anisms to replication, e.g., network RAID [3] are expensive in
terms of resources consumed and might impact performance
under high loads. Besides performance and reliability, power
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consumption is an important concern in the design of data-
center storage infrastructure. It has been observed that storage
systems account for up to 40% of the total power consumption
in datacenters [4]. Large scale research efforts are looking to
use green/renewable energy sources to support most or all of
the datacenter power requirement [5]. The use of renewable
energy sources brings in challenges of variability in power
availability and hence potential for energy deficient periods in
the power generation profiles. The datacenter infrastructure
and services need to adapt themselves to these variations
such that the performance degrades gracefully under energy
deficient scenarios if adequate backup power is not available
from conventional grids (we call this brown energy). On the
other hand, when the renewable energy available is plentiful,
the brown energy consumption can be totally eliminated. This
flexibility of operation is important to successfully integrate
renewable energy into datacenters. In this context, we intro-
duced and investigated a new paradigm called Energy Adaptive
Computing (EAC) [6], [7], [8]. The main premise of EAC is
to provide smarter control in datacenters to facilitate cutting
down over–provisioning of resources and adapt to variations
in available or consumable power.

With the data storage needs of ICT growing more rapidly
than ever before, a new perspective on storage is required.
The traditional block and file interfaces that current day
storage systems provide are inadequate. New interfaces and
abstractions need to be defined and developed in order to cater
to the storage demands of datacenter applications. The term
software defined storage (SDS) [9] has been used to define
mechanisms to virtualize the storage resources in a datacenter
and provide abstracted access to the storage resources across
multiple, heterogeneous applications. The software layer is
also expected to provide interfaces to define quality of service
(QoS) requirements of applications and enforce the policies
by dynamically adjusting the provision of storage resources to
the applications. Our design of flexStore can be considered
as an instance of software defined storage and includes a
Policy Engine module that acts as the “software defining” part
of the storage system. In this paper, we have designed the
Policy Engine as a module that provides interfaces to define
latency/bandwidth requirements for the individual applications
(VMs). The Policy Engine also monitors the available energy
and enforces power–performance trade–offs.

The major contribution of this paper is the design and



implementation of a novel storage framework called flexStore,
which dynamically adapts to the power constraints (e.g., with
the use of renewable energy) in a datacenter and performs
deduplication in a primary storage setting. The proposed
framework provides flexible adaptation and decoupling of the
management of data blocks (control plane) and the actual stor-
age of data blocks (data plane). To the best of our knowledge
this paper is the first to propose a comprehensive scale–out
storage framework with software managed storage that allows
QoS and energy policies to be specified.

The rest of the paper is organized as follows. Section II
describes the related work. Section III details the design com-
ponents of flexStore. Section IV explains the implementation
details of the prototype of flexStore. Section V discusses our
experimental results that demonstrate the features of flexStore
and Section VI concludes the paper.

II. BACKGROUND AND RELATED WORK

Narayanan et al. [10], propose a write offloading technique
that redirects write requests made to spun down disks to
another storage device temporarily and then the blocks are
written to the original disk later. They show 60% reduc-
tion in energy by these techniques with negligible impact
on read/write performance. Colarelli et al. [11] propose a
system called Massive Array of Idle Disks (MAID) to replace
traditional high performance RAIDs and achieve the same
level of performance with a much smaller power budget. The
system consists of a few cache disks to hold much of the “hot”
data and the non–cache disks can remain spun down. Amur
et al. [12] propose a distributed file system that optimizes its
data layout across multiple nodes to achieve power propor-
tional storage. The number of nodes serving the workloads is
proportional to the demand. Clements et al. [13] propose a
decentralized deduplication technique for use in consolidated
storage systems using Storage Area Networks (SAN). The au-
thors have implemented the deduplication system on a cluster
file system (VMFS) and report significant reduction in storage
space (up to 80%) in a virtualized enterprise environment.
Many distributed storage systems, (e.g., Cassandra [1]), etc.
have been developed that can store large amounts of data
and provide high throughput access to stored data. These
systems use replication to provide fault tolerance and for
load balancing. Power proportionality is not factored into the
replication schemes. Recently there has been efforts in the
industry on Software Defined Storage [9]. Thereska et al. [14]
propose a Software Defined Control via queuing abstractions
and the control plane enforces policies by controlling the
queues.

Unlike the aforementioned power management techniques,
which have fixed energy policies, flexStore is more flexible and
dynamically adapts to the energy variations while guaranteeing
the required (configurable) performance. Also, unlike power
proportional storage techniques that control number of replicas
depending on the workload requirements, flexStore adapts
to the intermittent constraints in the power supply while
considering workload requirements.

III. SYSTEM DESIGN GOALS AND ARCHITECTURE

A. Power vs. Performance

Fig. 1. Design Tradeoffs in flexStore

Replication has traditionally been used in storage systems
to provide improved resilience and load balancing (e.g. [1]).
The IO requests are shared across the replicas and the in-
creased storage resources (e.g., spindles, caches etc.) of the
replica nodes provide better performance but at the cost of
increased power consumption. A balance needs to be struck
between the number of replicas (i.e., the power consumed)
and the achieved performance improvement. flexStore controls
the power consumed by the storage system by dynamically
adjusting the number of replicas. The replicas need to be
synchronized periodically to be made consistent so that it
is possible to load balance across them and also provide
resilience against any replica failures. flexStore employs an
adaptive consistency model for replicas to ensure that the
synchronization operations have a negligible impact on the
performance of the foreground IO tasks.

Figure 1 illustrates the power-performance tradeoff. With
an increasing number of replicas (x-axis), the IO latencies (y-
axis) decrease as a result of load sharing by multiple replicas.
However the power consumed by the replicas (y′-axis) also
increases with an increase in the number of replicas. The
number of replicas is bound by the storage capacity (and
perhaps the maximum consumable power) in the datacenter
and this is shown as capacity constraints in Figure 1. The
applications (or Virtual Machines) running in the datacenter
require a certain guaranteed level of performance (e.g., 99th

percentile latency ≤ τ ms). Depending on the load on the
storage system, a minimum number of replicas need to be kept
powered on in order to provide the guaranteed level of QoS to
the applications. This is shown as QoS constraints in Figure 1.
Finally, the number of replicas is also dictated by the total
available power in the datacenter. The use of renewable energy
sources, entails intermittent constraints in the available power
and hence the number of replicas needs to be dynamically
adjusted to conform to the power constraints. When there
is surplus power available, sufficient number of replicas can
be powered on so that the QoS guarantees can be satisfied.
However when there are power constraints, performance is



sacrificed briefly (up to a certain point that the system policies
allow) by reducing the number of replicas.

As a specific use case for flexStore we use a virtualized
environment where the virtual machine disks are deduplicated
and stored in the underlying storage system. The virtual
machines represent applications running in the datacenter.
We chose to evaluate flexStore with virtual machines and
deduplicated virtual disks since the deduplicated chunks are
stored as objects and can be addressed by the SHA1 of the
chunk content. Also since virtual machine disks are primary
storage disks, providing good performance is critical. The
adaptive replication mechanism in flexStore helps to provide
the necessary performance, despite the additional overhead of
deduplication.

B. Components of flexStore

Figure 2 shows the functional components of flexStore that
are described next.

1) Data Plane: The data plane may consist of heteroge-
neous storage systems with different types of storage devices.
The storage devices (and hence the storage systems) have
different power-performance characteristics. For instance, a
storage system made entirely of SSDs has a much higher
random read performance and consumes much less power than
its counterpart comprising hard disks. Volumes1 are created
on the different storage systems and are assigned to the
virtual machines and the VMs then read and write to these
volumes directly. The hosts on which these virtual machines
are running have the necessary device drivers to interact with
the different storage systems–either within the hypervisor or
as a separate “adapter”. The job of these device drivers is
to convert the block requests in the hypervisors (originally
from the VMs) to requests specific to the storage systems.
The data plane also has counters and monitors to record the
number of read and write requests and the latencies involved.
The monitored values are then communicated back to the
policy engine (described next) which uses them to enforce the
policies. The data plane also provides interfaces to adjust the
data layout on the different storage devices, which the control
plane uses to enforce policies like consolidation of data to
a fewer disks under energy constraints. We describe the data
plane in flexStore next.

Metadata Management: Our target environment consists
of a number of physical hosts each running multiple virtual
machines. Each VM stores its disk as a file in the local file
system of the host. The metadata manager component of flex-
Store runs as a FUSE2 module in each host that does chunking
of the VM disk files and maintains metadata only for the files
in the respective host. The FUSE module could be replaced
with a kernel module in the future, for better performance. The
metadata manager performs deduplication on the files stored
on the host. The metadata manager implements the necessary
functions to access the stored chunks (objects) from the storage

1We use the terms volumes (assigned to VMs) and virtual disks interchange-
ably

2Filesystem in User Space, http://fuse.sourceforge.net/.

system and also acts as an “adapter” layer to provide block
semantics to the virtual machines.

Chunk Storage: The chunks are stored in the underlying
distributed storage system. Unlike traditional storage systems
that unify the storage in terms of logical volumes (LUNs)
(block storage) or NAS volumes (file storage), flexStore unifies
the storage at the granularity of replicas. The storage system is
a distributed object storage in which the objects are identified
by the SHA1 hashes of their contents. The storage system
maintains multiple replicas of the chunks. A virtual machine
is assigned to one replica and writes to and reads from that
replica. Each replica may be spread over multiple storage
nodes depending on the dataset size and has all the chunks
needed by the deduplicated disks of all VMs it supports.
At any point in time, a virtual machine writes to only one
replica. Fault tolerance is achieved by having a fixed number
of replicas, which contain all the chunks for all the VM disk
images, powered on at all times.

2) Control Plane: The programmatic interfaces in the con-
trol plane enable enforcement of policies by placing the data in
the appropriate storage devices and managing the data layout.
The control plane is responsible for creating volumes on the
storage systems and allocating the created volumes to the
virtual machines. The volumes are created on the appropriate
storage systems based on the defined policies. For instance a
simple priority based storage allocation policy might dictate
that a high priority VM should store all its data on SSDs
while a low priority VM’s volume is created entirely on
hard disks. The control plane provides interfaces that facilitate
doing this. The control plane also adjusts the replication factor
and synchronization operations across the replicas based on
configurable policy parameters.

The policy engine is the component that “software defines”
the storage system in flexStore. The QoS policies and energy
policies are defined in the policy engine and are enforced in
the control plane. An example QoS policy could be if the IO
latency of a VM is > t ms allocate more bandwidth for the
VM to reduce the queuing delay. Similarly an example energy
policy could be, if available power is < P kW consolidate data
onto a fewer nodes and shut down the rest of the nodes. In this
paper we consider the average IO latencies as a QoS metric
for the QoS policies. In future we plan to incorporate more
complex metrics like 99% latency requirements per VM. The
policy engine in flexStore is designed as a distributed, logically
centralized module and there is minimum interference with
the regular read and write critical paths. Performance monitor
daemons periodically report the resource usage. The policy
engine enforces the required policies by communicating with
the corresponding control plane entities in two cases (i) to
dynamically adjust the allocation of VMs to the different
storage systems to satisfy the performance characteristics of
the VMs. (ii) to dynamically adjust the data layout e.g.,
consolidation of data into fewer devices, reduction of number
of replicas of the dataset, etc.

The implementation of each of the modules in flexStore is
explained in detail in Section IV.



Fig. 2. Functional components of flexStore

Fig. 3. Proposed Storage Framework

C. Adaptive Replica–Consistency

Consider a datacenter with N replicas, R1, R2, .. RN . Each
VM is assigned to one replica and the replica serves both
reads and writes for the VM. As new chunks are added to
each replica, the replicas keep diverging continuously. It is
important to minimize the divergence across the replicas for
two reasons. First, when adaptations are done, VMs may be
reassigned to any replica. Let us consider a situation where
a VM is reassigned from R2 to R1. If R1 already has all
chunks of R2, the reassignment of the VM will be much faster.
Otherwise, either the chunks needed by the VM need to be
copied over from R2 to R1 and only then the VM is reassigned
or the VM is reassigned immediately to R1 but still continues
to read the chunks from R2 until all chunks are copied over
to R1. Second, if one replica fails, the chunks required by
the VMs are available in other replicas and hence the storage
system can be made more resilient to failures.

Chunks written after a previous synchronization process
are copied over from one replica to others. The resources
in the datacenter need to be shared between the regular I/O
operations of the workloads and the I/O operations caused by
the replica synchronization. An available resource in replica r,
I(r), has two parts: I1(r) and I2(r)–that denote respectively

the resource amounts used by regular I/O operations and
by replica synchronization operations. Let Ithresh2 (r) be the
maximum amount of resources allocated to synchronization
I/O operations. Thus, the actual amount of resources available
for regular I/O operations is given by,

I1(r) = I(r)− I2(r), I2 (r) ≤ Ithresh2 (r) (1)

By dynamically adjusting the value of Ithresh2 (r), the con-
sistency level provided by the system can be adjusted. For
instance, if Ithresh2 (r) is large, the system can provide close
to synchronous replication at the cost of I/O performance. On
the other hand, if Ithresh2 (r) is small, then no synchronization
will occur during peak I/O demands. Let the network band-
width, disk bandwidth and power budget available for syn-
chronization in replica Ri be BW avail.

nw (i), BW avail.
disk (i) and

PBavail.(i) respectively. Let the corresponding bandwidths
used for synchronization between replica Ri and Rj (i.e.,
send updates from Ri to Rj and vice versa) be BWnw(i, j),
BWdisk(i, j) and Power(i, j) respectively. To avoid repe-
tition, we generically denote any available bandwidth (net-
work/disk) by BW avail(i, j) and the bandwidth used for
synchronization by BW (i, j). Let D(i, j) denote the number
of chunks that need to be synchronized between replica Ri



and Rj [note that D(i, j) 6= D(j, i)]. BW (i, j) can be very
different from BW (j, i). (e.g., in the case where some VMs
are more write intensive than the others).

We formulate the problem of optimizing the process of
synchronizing the replicas as follows. Let mi,j be an indicator
function such that the chunks are copied from replica Ri to
Rj only if mi,j = 1.
The objective function is,

minimize

i=N,j=N∑
i=1,j=1

D (i, j) ∗mc
i,j

∀i, j ∈ {1, 2, ..N},
mi,j = 1 or 0

(2)

where mc
i,j , is the complement of mi,j ,

subject to the constraints,

BW (i) =

j=N∑
j=1

mi,jBW (i, j) +

j=N∑
j=1

mj,iBW (j, i)

≤ BW avail.(i) , i = 1, 2, 3...N
(3)

Power(i) =

j=N∑
j=1

mi,jPower(i, j) +

j=N∑
j=1

mj,iPower(j, i)

≤ PBavail.(i) , i = 1, 2, 3...N
(4)

Equation 3 is applicable to disk and network bandwidths.
The solution to the above optimization problem is a matrix
[Mi,j ] where the entries are either mi,j =1 or 0. The above
convex optimization problem is an Integer Linear Program
(ILP) and the complexity of finding a solution is O (2N ).
Since the number of replicas in the storage system is very
small, (typically N=2 or N=3), we use a simple branch and
bound technique to solve the ILP.

The bandwidth constraints are enforced as follows. The
required I/O bandwidth for synchronization from replica Ri

to replica Rj depends on the number of chunks that need to
be synchronized. Let the control period for which the syn-
chronization decisions are made be Ts. Hence the bandwidth
required for the next sync period is given by,

BW reqd(i, j) = [D(i, j) ∗ chunksize]/Ts (5)

Hence the bandwidth used in Equation 3 is given by,

BW (i, j) = min(BW reqd(i, j), BW remaining(i),

BW remaining(j)),
(6)

where BW remaining(i) is the amount of available bandwidth
at replica Ri at the current step in the solution to the problem
in Equation 2.

Equation 5 and 6 apply to both network and disk I/O band-
width. We reserve a minimum bandwidth in all nodes for the
synchronization process in order to avoid the synchronization
process to be prevented for long periods due to starvation
of resources. We also assume that when the synchronization

process starts, even the replicas that are shut down are brought
up for a brief period and they receive the updates and then
they are shut down again. Since these replicas are not serving
any active reads or writes, the synchronization can use all the
resources available in these replicas. However this requires
additional power and we assume that this power comes from
the back up (brown) power sources.

IV. PROTOTYPE IMPLEMENTATION

Figure 3 shows various design components of flexStore that
are described next. Even though each replica can span multiple
storage nodes, in our prototype each replica is stored on a
single node. Hence we use the terms replica and storage node
interchangeably.
A. Metadata Manager

The metadata manager is a FUSE module running on each
of the hosts. The primary goal of the metadata manager is
to act as a translation layer for an unmodified hypervisor
like Xen, for it to be able to talk to the storage system to
store and access the VM disk files with POSIX semantics.
The VM disks are stored in the directory where the FUSE
module is mounted in the host. When a VM performs any IO
on the VM disk stored in the FUSE mountpoint, the metadata
manager breaks the IO request into fixed size chunks (in our
case 4KB chunks). It has been observed that in a primary
storage environment [13] fixed size chunking is preferable
over variable sized chunking since the VM operating system
typically accesses the storage in fixed sized blocks (e.g. 4
KB). The SHA1 hash for each chunk is calculated from the
content of the chunk and is used as a key to retrieve/store the
respective chunk from/to the object store.

The metadata manager maintains an in memory hash-map
of the chunk and the SHA1 values (only for the disk files of
VMs running on that host) and persists it on the underlying
storage system. The mapping is written synchronously (as a
flat file) to at least one of the storage nodes (that is assumed to
be kept powered on all the time), on a separate disk from the
actual data chunks. The mapping is also periodically replicated
across multiple storage nodes.

The metadata manager interfaces with the storage system
through a Thrift client. The metadata manager uses the Thrift
client to invoke either a PUT or a GET on the object store.
Besides interacting with the VMs running on the host, and
the storage system, the metadata manager presents interfaces
through which it interacts with the policy engine modules as
well. The metadata manager is unaware of different storage
nodes, the policy engine directs the metadata manager to a
storage node (replica) to write data.

B. Policy Engine

For ease of implementation we have included the entire
control plane functionality in the policy engine module. The
policy engine is a distributed module. The policy engine
consists of client modules that run on the hosts and interact
with the metadata manager to collect the following stats –
number of times a VM disk file is accessed (popularity) and the



number of requests directed to a particular storage node. The
policy engine also has a centralized server that coordinates the
different client modules. The client modules have a restricted
global view (of the entire system) but maintain an authoritative
copy of the local state. It is the centralized server module that
maintains a global view of the system–the number of storage
nodes that are currently serving the VMs, the number of hosts
that are active and the available power for the datacenter.

We start our experiments in steady state i.e, when all storage
nodes (replicas) are equally loaded. Once IO has started, the
server module periodically polls the clients to figure out the
distribution of (disk) files on the storage nodes. It aggregates
the number of IO requests being made by all the hosts to any
given storage node. The aggregated stats are pushed back to
the clients, which use it to choose the least loaded nodes to
store data on or to move data to, to satisfy SLA guarantees on
client latency. The node selection is done based on a greedy
policy. Migrating a VM disk from one replica node to another
involves “partial” synchronization of the target and the source
replica nodes so that all chunks required by the VM are present
in the target replica node. The client module initiates data
transfer in four cases.(i) When the size of the unsynchronized
data on a replica crosses the threshold value. (ii) The load on
a replica exceeds the threshold. If the client module finds a
replica that is relatively less loaded, it will move files to it only
if this additional load does not cause the new node’s utilization
to cross the threshold. (iii) The IO latency on a VM disk image
exceeds a threshold. The VM file will be moved to a replica
only if a less loaded replica is found and the replica can serve
requests faster. (iv) The replica is going to be powered down
or a new replica will be turned on. Any unsynchronized data
on a replica to be turned off is copied to another replica. On
the other hand if a new replica is turned on, data is replicated
to it if there is a need to improve read/write latencies.

The interactions between the server and the client, and the
client and the metadata manager modules are not in the critical
path. The data move is always initiated from the policy engine
clients, but actual data exchange occurs between the storage
nodes only. While the client module is moving data to a new
node for cases (ii) to (iv), the client module updates the file to
storage node mapping such that all read requests are directed
to the old node while the writes go to the new node. Once
the storage node informs the client module that the move has
completed, read requests are also directed to the new storage
node. It should be noted that at any point, writes to a VM
disk image are sent to only one storage node, and no two
VMs write data to the same VM disk image.

C. Storage System

The storage system is made up of a Thrift server and the
local file system running on that storage node. The Thrift
server receives PUT/GET requests from thrift client in the
metadata manager on each host. The server acts as a key value
store that stores the SHA1 for a chunk and the chunk itself.
The actual chunk is finally stored on the local file system in a
file. The policy engine client interacts with the storage system

to enforce the policies. The policy engine client can invoke
getLogSize to determine the amount of new data written to
the node since the last time data was synchronized between
nodes. The storage component maintains a log of new chunks
written to it, the log contains the SHA1 of the actual chunk.
When data is synchronized between the storage nodes, only
the chunks in the log are sent across. The log is indexed on
a per VM basis. This is required so that when only a VM’s
disks are required to be migrated, we can quickly identify
chunks belonging to a VM and only they are moved to a new
node. Policy engine client uses the moveData API to initiate
the transfer of chunks in the log. The API allows the client to
move either a single VM’s newly written chunks to a different
node to improve latency or reduce the load on a storage node,
or it can trigger a synchronization of all new data.

V. EXPERIMENTAL EVALUATION

We evaluated the flexStore prototype on an Amazon EC2
cluster [15]. Amazon instances are virtual machines that run on
the Amazon servers. The different types of instances differ in
the available CPU, memory, storage and networking capacities.
Our experimental testbed comprises general purpose M1 type
instances. We used 4 EC2 M1.xlarge instances that have 4
vCPUs (virtual CPUs) and 15 GB of RAM each as the storage
nodes which ran the storage software and 8 EC2 M1.large
instances that have 2 vCPUs and 7.5 GB of RAM each were
used as hosts on which the metadata manager component and
the distributed policy engine module ran. All EC2 instances
ran Ubuntu Server 13.04 as the operating system. We ran a
maximum of 4 VMs on each of the M1.large instances (hosts).
We ran two different workloads on the virtual disks of the VMs
to evaluate flexStore. The first workload was fio [16] (uniform
and zipf access distributions) which is a standard benchmark
to evaluate file system workloads and the second workload
was Microsoft Research (MSR)–Cambridge traces [10]. Each
of the virtual disks was assumed to belong to one Virtual
Machine in a datacenter. We used the power profiles from
the National Renewable Energy Laboratory (NREL) [17] wind
power datasets. We scaled the power values according to our
cluster size and retained the variations in power supply of
the original dataset. Also we assume that there is sufficient
power to provide the guaranteed QoS when the green power
available is plentiful. When there are power constraints due to
non–availability of green power, the performance is degraded
gracefully and we assume that there is sufficient power to carry
out the adaptation operations.

We briefly describe the MSR Cambridge traces used in our
evaluations here. The traces were collected over a period of
7 days from 36 different volumes in a Microsoft datacenter.
Since web servers and/or database servers are two common
applications in datacenters, we selected the 4 traces (i.e. web0,
web1, web2, web3) corresponding to 4 volumes belonging to
Web/SQL servers. In table I we summarize the properties of
the 4 traces. The traces consist of both reads and writes. Since
the traces are too large to run in their entirety, we chose
to replay the traces for the day with the highest I/O arrival



rate–the 6th day. The I/O requests in the 4 traces are not
distributed uniformly through the day–the number of requests
peaked between 2 PM and 4 PM. The 4 traces differ from
each other in the number of I/O requests. web1 and web3
traces contain significantly fewer number of I/O requests than
traces web0 and web2. The I/O requests in the traces are not
all aligned to 4KB boundary, and hence in these cases, each
4KB read triggered extra I/O’s to fetch more than one chunk in
the storage nodes when we replayed the traces. Note that this
might have been avoided if we used variable sized chunking,
which in turn would increase the system complexity. We host
a maximum of 4 VMs per host server in all our evaluations,
each VM replayed one out of the four traces. The use of real
workload traces in the evaluations helps to demonstrate the
behavior of flexStore in a real datacenter.

Trace Reads Writes Total
web0 58951 216226 275177
web1 2317 17675 19992
web2 630927 6513 637440
web3 1412 3036 4448

TABLE I
IO COUNT FOR THE MSR TRACES ON THE 6TH DAY

We define the deduplication ratio as follows,
Dedup. Ratio = (1− No. of bytes stored in the storage system

No. of bytes in thewrite request )
For both fio and MSR-Traces, we generated data with the

desired deduplication ratio and populated the virtual disks.
Unless specified otherwise, the data had 25% duplicates. In
experiments where it is relevant, we vary the deduplication
ratio from low (25%) to high (75%).

(a)

Fig. 4. IO Latencies with VMs replaying Web/SQL server MSR traces

A. System Profiling

Figure 4 shows the IO latencies for MSR-Traces and Fig-
ure 5 shows the IO latencies for fio with different number of
replicas. The goal of this experiment is to show that increasing
the number of replicas indeed improves the latency especially
when multiple VMs are accessing the storage system. The
experiment also serves to profile our system because when
energy adaptation actions try to reduce the number of replicas,
we need to know exactly how much performance we are
trading off. Figures 4 and 5 show the case when all the 8
hosts were running 4 VMs each (total of 32 VMs). This is the
maximum number of VMs that can be run in our testbed. In
Figure 5, it can be seen that in all 3 cases, the latency reduces

(a) (b)

(c)

Fig. 5. IO Latencies in the case of fio (uniform access distribution) with 32
VMs (a) All VMs doing reads (b) Half the number of VMs doing reads and
the rest doing writes and (c) All VMs doing writes

by around 65% when the number of replicas increases from
2 to 4. Similarly the IO latencies decrease by around 58% in
the case of MSR traces as shown in Figure 4.

We had also performed profiling experiments with an early
prototype of flexStore that used Cassandra as the storage
layer, on a small cluster with 2 hosts and 3 storage nodes.
We found the overhead of flexStore over vanilla Cassandra,
due to replica synchronization to be around 4%. We also
observed that compared to replica adjustment techniques in
vanilla Cassandra, flexStore resulted in significant reduction in
IO latencies incurred during energy adaptation operations. We
no longer use Cassandra as the storage layer. We plan to per-
form experiments to compare the performance of the current
prototype with Cassandra. Given the optimizations used in our
current implementation, we expect it to be significantly more
performant than Cassandra.

B. Adaptive Consistency

An important aspect of flexStore is the adaptive consistency
model. Each VM is assigned to a replica and reads from and
writes to only that replica (except during adaptation actions
- utmost 2 replicas serve each VM). As new chunks are
added to the replicas, they need to be copied over to other
replicas in order to keep all the replicas consistent. In flexStore
this synchronization across replicas is done periodically. The
SHA1 values of the new chunks are written to a log file in
the storage node (i.e., replica node). When the size of the
chunks in any replica is more than a threshold value Slog,
the logs are rolled and the replica synchronization begins.
The value of Slog directly corresponds to the frequency at
which the synchronization operations are carried out and hence
impacts the performance of the foreground IO operations as
well. Figure 6 shows the latency values of foreground read
operations with different values for Slog (size of new chunks).
It can be seen that with small values of Slog , the read latency
values are high because of the increased overhead of frequent



synchronization operations. We also observe that increasing
the value of Slog beyond 100 MB does not improve the read
latency significantly because it takes longer to synchronize
all chunks and that impacts the latency. So we chose the
value of Slog=100 MB. We found a similar pattern in the
MSR traces as well. In future we plan to investigate ways to
adapt this threshold value dynamically to have a consistency–
performance tradeoff.

Fig. 6. Latency vs period of synchronization (32 VMs and 4 replicas - fio
(uniform access distribution))

Fig. 7. Latency vs consistency level (32 VMs and 4 replicas - MSR Traces)

Figure 7 shows the average IO latencies with 4 replicas,
32 VMs and different consistency levels. In the case of
strong consistency, the writes return only after the data has
been written to all 4 replicas while in the case of weak
consistency and flexStore, the writes return immediately after
being written to one replica. Hence the write latency is
significantly higher (200%) for strong consistency than for
the other two cases. In flexStore, the VMs are assigned to
replicas based on a greedy policy that balances the number
of IOPS (I/O requests Per Second) of all the replicas that are
powered on. In the case of weak consistency, the replicas are
synchronized only when a VM is reassigned from one replica
to another. In the case of flexStore replica synchronization
happens periodically. The write latencies are practically the
same in weak consistency case and flexStore since in both
cases, the writes return immediately. Similarly, the impact on
read latencies are comparable in both the cases but flexStore
achieves this despite the presence of periodic synchronization.
However it is to be noted the impact on latency depends on
the frequency of synchronization and in flexStore we carefully
choose the frequency of synchronization based on application
characteristics gathered via profiling as shown in Figure 6.

C. Impact of Caching

In all the above experiments, even though the hosts had
7.5GB of RAM each, the amount of memory available in the
hosts was set to be 4GB (by changing a boot option in the
GRUB file). This was to reduce the amount of buffer cache
available for FUSE and direct more IOs to the storage system.
If the amount of memory available in the host is increased, that
increases the cache size and hence more IOs can be cached in
the host memory and the interactions with the storage system
are considerably reduced (particularly reads). Figure 8 shows
the latency values with different number of VMs and replicas
when the available memory in the host is 4GB and 7.5GB
respectively. It can be seen that when the amount of memory is
almost doubled, the latency values decrease. This decrease is
significant especially when the number of replicas is smaller (2
replicas).

(a)

(b)

Fig. 8. Read Latency with different number of VMs and replicas when the
available host side memory is (a) 4 GB (b) 7.5 GB for fio workload (uniform
access distribution)

Fig. 9. Average read Latency with different deduplication ratios and available
memory in storage nodes for fio (zipf access distribution)

In a dynamic environment where the virtual machines are con-
tinuously writing to the storage system, new chunks are added
and the deduplication ratio may slowly decrease. However in a
typical virtual infrastructure, it has been observed that [13] the
deduplication ratio continues to remain high. Figure 9 shows
yet another knob in flexStore that can be tuned–the memory
available on each storage node. In all our previous experiments



Fig. 10. Comparison of impact of adaptation reactions (fio–zipf access distribution)

the available memory on each storage node was set to 4 GB so
that not all IOs are served from buffers and there is significant
disk activity. At 25% deduplication, there are too many unique
chunks and hence there is a lot of buffer–cache misses. Hence
the latencies are too high. With 4GB available memory, as
the deduplication ratio increases, more duplicate chunks are
cached in memory and the disk accesses are reduced and
hence the latency also reduces. When the memory available in
storage nodes is increased, it improves the latencies as well–
but the latency reduction(≈ 16%) in the case of an increase in
memory from 4 GB to 6 GB (deduplication ratio=0.25) is only
half compared to the case (≈ 33%) where the deduplication
ratio increases from 25% to 75%. However when the storage
side memory increases to 8 GB, the latency reduces by 30%
even with a low deduplication ratio of 25%. This is because
most of the working set is cached and the disk accesses are
reduced significantly.

D. Energy Adaptation

Figure 10 shows the latency values and the power variations
for an hour of experimental run. Initially there are four replicas
serving the VMs. At time t=11 min (as shown by the first small
circle), the available power goes down and only three replicas
can be supported. The transition takes longer time in the case
of weak consistency because all the new (unsynchronized)
chunks from the replica in the node to be shut down have
to be moved over to the other replicas and only then the
node can be shut down. This overhead is considerably lower
in the case of flexStore since the replicas have already been
partially synchronized and there are fewer chunks to be copied
from the node that is being shut down and hence the merge is
much faster. Similarly, in the opposite case when the available
power increases and the number of replicas can be increased
at time t=45 min (shown in the bigger circle), the time taken
for the latency values to reduce is higher in the case of weak
consistency than flexStore. This is because of an interesting
tradeoff in flexStore. As mentioned earlier, the power supply
consists of variable (green) energy source and a constant
backup (brown) power supply. In case of flexStore even though
the replica is down, when the synchronization process starts,
the replicas that are shut down also get the updates. This means
that they consume some power during the synchronization
which is derived from the brown energy source (as green

energy available is insufficient). We assume that these updates
are done to relatively less power hungry media like SSDs so
that a lot of energy is not spent on spinning up and down hard
disks and hence the intermittent brown energy consumption is
minimum. If bringing up the replicas just for synchronization
process is not feasible, then in case there is an increase in
the number of replicas, the performance overhead of flexStore
will be similar to that of weak consistency case. One of
the key aspects of flexStore is the flexibility it provides in
choosing different strategies to adapt to the power/performance
constraints. It is also to be noted that the time taken for the
merge in the case of weak consistency is also dependent on
the rate of generation of new chunks in the system.

Figure 11 shows the importance of optimization of re-
sources used by the synchronization process in flexStore. The
figure shows the read latencies observed when the number
of replicas changes from 3 to 2 and also from 2 to 3. We
profiled the bandwidth that can be used for synchronization
to meet the latency requirements of the VMs and used that
as Ithresh2 (r) in Equation 1. It can be seen that the impact
on latency of the foreground reads is smaller (≈ 43%) when
the bandwidth available for background synchronization is
adjusted dynamically than when the available bandwidth is
simply shared between the foreground (IO) and background
(adaptation) operations.

Fig. 11. Impact of bandwidth optimization on read latency

Figure 12 shows the time taken to bring a node down,
with the same amount of new chunks being generated during
steady state, in the case of weak consistency and flexStore.
As explained before, flexStore takes lesser time (66% less
time) than weak consistency since the replicas are periodically
synchronized. It is to be noted that in the case of strong



Fig. 12. Time taken to reduce from 4 replicas to 3 replicas

consistency, since the replicas are already synchronized, the
node can be brought down immediately.

(a) (b)

Fig. 13. % Decrease in IOPS and energy normalized to 4 replicas case in
the case of fio (zipf distribution) with (a) 4 GB (b) 8 GB memory on each
replica node.

Figure 13 demonstrates the energy proportionality of flexS-
tore based on the IOPS supported. The experiment was done in
two steps. In the first step, we measured the maximum number
of IOPS that the storage system could support with 2, 3, and
4 replicas (on the Amazon cluster) while keeping latencies
below 50 ms. The experiment was run with two different
sizes of available memory on the storage nodes–4 GB and
8 GB. The next step was to measure the energy consumed by
the replica nodes. Since we did not have a way to measure
energy consumption on the Amazon nodes, we setup a local
test bed with two machines - one acting as the host running
the virtual machines whose disks were stored in the FUSE
module and a storage server with an Intel Xenon processor and
running Ubuntu server. We used fio on the host to issue the
maximum number of IOPS issued (without violating latency
bound) per replica in the first step and we measured the
power consumed by the storage server for different amounts
of RAM - 4 and 8 GB while responding to the workload. The
power consumption was measured using Extech 380801 power
analyzer. The measured value is the power consumed by a
single replica node. In an ideally power proportionate system,
the decrease in power consumed should be proportional to the
decrease in throughput. As seen in Figure 13 (a), the decrease
in IOPS does not match the decrease in power consumed
when the available memory is 4 GB. The decrease in IOPS
is significantly higher than the decrease in power. However,
when the available memory is increased to 8 GB, the system
becomes more energy proportional and the power consumed
is proportional to the supported IOPS.

VI. CONCLUSION AND FUTURE WORK

In this paper we presented the design, implementation and
evaluation of flexStore, a storage framework that can adapt to

changes in workload and available power. The experimental
results show that flexStore provides opportunities to gracefully
degrade the performance of the storage system in the presence
of energy constraints. The framework also manages replication
adaptively so that both the performance and power constraints
can be satisfied. In the current design of flexStore, the entire
dataset is replicated. In our recent work [18] we investigated
the benefits of having partial replicas. VMs are grouped
based on their priorities and deduplication saving potential
and replication is done at the granularity of these groups
of VMs. Garbage collection–the process of removing chunks
that are no longer used by any VM from the system– is a
critical component of a deduplicated storage system and can
be easily implemented by having a reference count for each
chunk in its metadata (stored along with each chunk) and can
be carried out as a background operation. A possible area to
be investigated is the impact of the storage system adaptations
on the resource allocations on the host side. For instance if
the number of replicas is smaller, the VMs spend more time
waiting and hence the CPUs of the hosts remain idle for longer
periods. This might provide additional opportunities to do
power management in the hosts as well. Defining policies and
allocating storage resources in the presence of heterogeneous
storage media like hard disks and SSDs is a future extension
to this work. We also plan to explore techniques to address
reliability and fault tolerance, beyond simply specifying the
minimum number of replicas to be kept powered on.
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